ANOVA Concept: 

You don’t need to understand how ANOVA calculates p-values before you can use it, but it may be helpful. So here’s how the ANOVA p-values are calculated.

Suppose that you have 3 groups, and the 3 groups are NOT different (the treatments have no effect). This means that the null hypothesis is true.

When this null hypothesis is true (the groups are not different), there is only one population (which has one population variance). Any sample that we take will have a sample variance that reflects the population variance. If we take several samples, the average of their sample variances will be close to the population variance (Law of Large Numbers).

So let’s take 3 samples (one sample per treatment group), and calculate the sample variance for each sample. Each of the sample variances is an estimate of the population variance. The average of their sample variances is also an estimate of the population variance. In the table of ANOVA results produced by Excel and other statistics packages, this estimate of the population variance is called the “Mean Square Within Groups”. (It gets “Mean Square” in the name because variance is the mean squared deviation from the mean.)

We can get another estimate of the population variance using the means of each of the three samples.

We calculate the mean for each of the three groups.

We calculate the overall grand mean (for all the samples together)

Under the null hypothesis (no difference between groups), the variance of the sample means around the grand mean is also an estimate of the population variance. In the table of ANOVA results produced by Excel and other statistics packages, this is called the “Mean Square Between Groups”.

Conceptually, if the differences between the sample means is large (large Mean Square Between Groups), but the within-sample variance is small (small Mean Square Within Groups), that is evidence that the samples (treatment groups) are different.

The statistics software compares the sample variance of the three treatment group means (between groups) to the sample variance within the three treatment groups. If the variance between samples is much larger than the variance within the samples, it suggests that the groups are different. 

Formally, the software calculates the ratio of Mean Square Between Groups to Mean Square Within Groups. If this ratio is large, then the variance between groups is larger than the variance within groups. In the table of ANOVA results, this ratio is called “F”, or sometimes the F statistic. Simulation experiments (such as permutation tests) and mathematical formulas tell us how big F can be just by chance, even when the groups are NOT different. These simulations and formulas give us the F distribution, which tells us how likely it is to see a given F value when the groups are not different. (We showed how this could be done in the demonstration of how to estimate probability using permutation tests.) The F distribution was invented (based on mathematical formulas) as a way to estimate the probability that an observed F value occurred by sampling from a single population (where the treatment groups are not different). The statistics software uses the observed F value and the F distribution to calculate the p-value.

