Classification algorithms and logistic regression

Assign an object to a class, or give the probability of class membership
· chest pain: asthma vs heart attack
· whale vs. submarine

· apple vs. orange vs. banana
· nucleotide in a DNA sequence: {A, C, G, T}
Classification methods (not exhaustive):
· Discriminant analysis

· Pattern recognition

· Machine learning

· Supervised learning

· Neural networks

· Genetic algorithms

· Classification trees

· Support vector machines

Partitioning feature space

· Fisher linear discriminant analysis

· Quadratic discriminant analysis

· Logistic regression

· Classification trees, neural networks

· Nearest neighbor algorithms

· Support vector machines

Variable subset selection: 

· stepwise variable selection
· dealing with correlated variables
Evaluating the classifier:

· Independent test set

· Cross-validation

Logistic regression

We use logistic regression when the dependent (y) variable is a binary categorical variable, for example live/die, yes/no, success/failure. Success is usually encoded as 1, failure as 0.

Good presentations on logistic regression and how to do logistic regression using R:

· Kleinbaum, “Logistic Regression”.

· Julian Faraway, “Extending the linear model with R”.

· John Verzani, “Using R for Introductory Statistics” Chapter 12 Logistic regression

The next section gives the technical details of logistic regression.

If you don’t want to see the technical details for now, skip ahead to the examples below, starting with the “Logistic regression example from Julian Faraway”.

Review of log and exp functions

base e = 2.718282

e^k is written as exp(k)

exp(1) = e^1 = 2.718282.

log(x) = k
exp(k) = e^k = x.

log(9) = 2.197

exp(2.197) = e^2.197 = 8.997979.

log(1) = 0

exp(0) = e^0 = 1.

exp(log(x)) = x

exp(log(35))

If two events have the same probability, then they have the same odds, their odds ratio is 1, and the log odds are 0.
log(1) = 0

exp(0) = e^0 = 1.

· We can use the odds ratio to compare the probability of an event when the patient is exposed versus the probability of the event when the patient is not exposed.

· Event 1: Patient has cancer, given they were exposed

· Event 2: Patient has cancer, given they were not exposed. 

· Event 1, P = 0.315, odds = 0.460

· Event 2, P = 0.25, odds = 0.33

· Odds ratio = Odds of event 1 / Odds of event 2 = 0.46/0.33 = 1.38

Now lets calculate the log of the odds ratio.

Log(odds ratio) = log(1.38) = 0.322

If the log odds ratio is greater than zero, the event in the numerator has greater probability than the event in the denominator.

If the log odds ratio is less than zero, the event in the numerator has less probability than the event in the denominator.

In this example, log(odds ratio) = log(1.38) = 0.322, which is greater than zero, so Event 1 is more probable. 

Verzani 12.1 Logistic regression
We have two variables

X is a continuous variable, such as gene expression or a mother’s weight

Y is a binary variable, such as cancer/not, premature/not

We encode Y as a Bernoulli variable with success = 1 and failure = 0. The probability of success is , the Greek letter Pi. 

In logistic regression, rather than modeling Y which can only take values of 0 or 1 (but not values in between), we instead model the probability of success , which can take values between 0 and 1.

# Plot of a logistic regression curve, where the probability of success P(Y =1) increases with X.
beta0 = 0

beta1 = 1
x.range = -10:10

Pi.result.vector= c()

for (index in 1:length(x.range))

{

Pi.result.vector[index] = exp(beta0 + beta1 * x.range [index]) / ( 1 + exp(beta0 + beta1 * x.range[index]))
}

plot(x.range, Pi.result.vector)

The mathematical form of the regression is the logistic model

Pi = exp(beta0 + beta1 * x) / ( 1 + exp(beta0 + beta1 * x)
This mathematical form is equivalent to modeling the log odds of Pi as a linear function of beta0 + beta1 * x.
log( Pi / (1-Pi)) = beta0 + beta1 * x.

log( Pi / (1-Pi)) is the log odds of Pi, the probability of success, which is the probability that Y = 1.

12.1.2 Fitting the logistic regression model with glm()

To run a logistic regression in R we use the glm() function. GLM stands for Generalized Linear Model.

Logistic regression is an example of a generalized linear model, which is a family of models that extend simple linear regression.

We will not look in detail at generalized linear models in this lecture, but will simply use the R function glm().

To do logistic regression using the glm() function, we need to give the argument family=binomial. 

### Logistic regression example from Julian Faraway, 

# Extending the linear model with R.

Diabetes prevalence is particularly high among Pima Indians in Arizona. Useful population to study causes.

We’ll examine diabetes as a function of insulin.

library(faraway)

data(pima)

help(pima)

Diabetes is indicated by the variable “test”

'test' indicates whether the patient shows signs of diabetes (coded 0 if negative, 1 if positive)
pima$test = factor(pima$test)

summary(pima$test)

summary(pima)

# Some variables that should be positive have values of zero.

# These are likely missing values that need to be dealt with. Set them to NA for now.

pima$insulin[pima$insulin == 0] = NA

hist(pima$insulin)

plot(pima$insulin, pima$test)

We model the variable test as a function of the insulin.

res.diabetes = glm(test ~ insulin, family=binomial, data= pima)

summary(res.diabetes)

In these data, insulin is significantly associated with diabetes.

Many issues related to model checking, variable selection, and so on should be considered.
Example 12.3 from Verzani. Premature babies

Babies born before 37 weeks (7*37= 259 days) gestation are considered premature.

Maternal malnutrition and smoking are risk factors for premature birth. Do we observe this in the babies data set?

We’ll use body mass index (BMI) as a measure of maternal malnutrition. 

BMI = weight in kg / (height in meters)^2

library(UsingR)

babies.prem = subset(babies, subset= gestation < 999 & wt1 < 999 & ht < 99 & smoke < 9, select=c(“gestation”, “smoke”, “wt1”, “ht”))

babies.prem[1:10,]

Define the variable preemie. Less than 259 days gestation is considered premature.

babies.prem$preemie=as.numeric(babies.prem$gestation < 259)

table(babies.prem$preemie)

Define the variable BMI. 

BMI = weight in kg / (height in meters)^2

babies.prem$BMI =with(babies.prem, (wt1/2.2) /(ht*2.54/100)^2)

hist(babies.prem$BMI)

plot(babies.prem$BMI, babies.prem$preemie)

We model the variable preemie as a function of the BMI.
res.bmi = glm(preemie ~ BMI, family=binomial, data=babies.prem)

summary(res.bmi)

In this data, BMI does not appear to be a significant predictor of premature birth.

