Non-parametric alternatives to the t-test and ANOVA
Recommended text:
Primer of Biostatistics by Stanton Glantz.

This lecture covers material from Chapter 10, Alternatives to Analysis of Variance and the t Test Based on Ranks.

Other good texts on nonparametric statistics:

Sprent, Applied Nonparametric Statistical Methods.
Hollander and Wolfe, Nonparametric Statistical Methods.

Lehman, Nonparametrics.
John Verzani, Using R for Introductory Statistics Chapter 8. Significance tests.

The p-values estimated by t-tests and analysis of variance can be influenced greatly by extreme observations (outliers).

The t-test and ANOVA p-values will also be inaccurate if the sample size is small and the parent population is not normally distributed.

In many real experiments, there are outliers in the data or the data are clearly not normally distributed. 

In these cases, we can use non-parametric tests based on ranks: 

	Parametric test
	Non-parametric analog

	T-test (unpaired)
	Wilcoxon rank sum test

	Paired t-test
	Wilcoxon signed rank test

	ANOVA
	Kruskal-Wallis test

	Repeated measures ANOVA
	Friedman test


The parametric tests are called “parametric” because, when we calculate the p-value, we use the “parameters” of the normal distribution: mean and standard deviation.

The non-parametric tests do not estimate these parameters, but instead are based on ranks.

To perform the non-parametric tests, we replace the actual observations with their ranks. We’ll see an example shortly.

The relationship between the parametric tests (such as t-tests) and the non-parametric tests (such as the Wilcoxon rank sum test) is like the relationship between the mean and the median. The median is less affected by outliers than is the mean.

When should we use parametric or non-parametric?
There is not universal agreement among statisticians as to when to use the alternative tests.

Some statisticians believe that we should make the fewest possible assumptions about the data, and that therefore non-parametric tests are better.

Other statisticians suggest that parametric tests are acceptable because they are: 

· more powerful if the data are normally distributed, 

· available in widely used software (such as Excel), and 

· better known and understood than the non-parametric tests.

We’ll look at power and sample size for non-parametric tests versus parametric tests later on, but to summarize:

· Parametric tests are slightly more powerful (by a few percent) when the data are normally distributed.

· Non-parametric tests are more powerful (by a few or many percent) when the data are not normally distributed.

There are various tests for normality, but they are not very sensitive to deviations from normality. I find they are no more useful than just graphing the data, which is a very good thing to do in any case.

What tests do I use? I often run both the parametric and the non-parametric tests, and see if I get the same answer. If I get different answers, that’s an indication that there are outliers or that the data are not normally distributed. In that case, I trust the non-parametric tests. 

In general, if I have to choose one, I’d choose the non-parametric test, provided I had software to run it.
Null hypothesis and alternative hypothesis
Recall our notation from earlier lectures. Suppose that we are testing a drug to lower blood pressure. 

The null hypothesis, H0, for our experiment is that the drug does not affect blood pressure.

The alternative hypothesis, H1, for our experiment is that the drug does lower blood pressure.

Wilcoxon rank sum for two independent samples: 

The Wilcoxon rank sum test is the non-parametric analog of the ordinary (unpaired) t-test.

The Wilcoxon rank sum test is equivalent to the Mann-Whitney U test. The two test names are sometimes combined as the Wilcoxon-Mann-Whitney or WMW test.

For the WMW test, we proceed as follows. We’ll see an example shortly.

1. Rank all observations in increasing order from smallest to largest. Assign the smallest observation the rank 1. If some observations have tied values, assign the rank that is the average of the ranks they would have been assigned if there were no ties.

2. Compute T, the sum of the ranks of the smaller sample.

3. Compare the value of T with the distribution of all possible rank sums for experiments with the same number of observations in each of the two groups.

4. Determine if the observed value of T is among the most extreme in the distribution of all possible ranks, such as the most extreme 5% or 1%.

We want to determine if T is extreme compared to the values of T that would have occurred if there were no difference between the treatment groups (the null hypothesis).
We can determine if T is extreme (statistically significant) in the same ways we did for the t-test and other tests:

· Explicitly enumerate all the possible permutations of the original data.

· If the number of possible permutations is very large, take a random sample of all the possible permutations.

· If the sample size is sufficiently large for the central limit theorem to apply, use a normal approximation to the sampling distribution of T.

Is the observed value of T statistically significant?
On page 367, Glantz gives an example where we determine the significance of T for a particular experiment by explicitly enumerating all the possible permutations. We’ll follow that example.

3 patients take placebo 

4 patients take drug (a diuretic intended to increase urine production)

	Placebo
	
	Drug
	

	Urine mL/day
	Rank
	Urine mL/day
	Rank

	1000
	1
	1400
	6

	1380
	5
	1600
	7

	1200
	3
	1180
	2

	
	
	1220
	4

	
	T=9
	
	


The table above shows daily urine production for the patients.
If the drug is an effective diuretic, we would expect that the ranks of the patients receiving the drug would be higher than the patients receiving the placebo.

For the observed data, the sum of the ranks of the placebo patients is T= 9.

Is T=9 an extreme value, compared to values we would expect to see under the null hypothesis of no difference between the treatment groups?

Table 10-2 in Glantz lists all the 35 different permutations of the ranks of the 7 patients, and the rank sum statistic T for each of the 35 permutations. Part of the table is shown below.
	1
	2
	3
	4
	5
	6
	7
	Rank sum T

	x
	x
	x
	
	
	
	
	6

	x
	x
	
	x
	
	
	
	7

	
	
	
	
	
	
	
	…

	
	
	
	x
	
	x
	x
	17

	
	
	
	
	x
	x
	x
	18


An X in the table indicates that one of the three placebo patients had that rank. For example, the first row in the table shows that the three placebo patients had ranks 1, 2 and 3, giving a rank sum of T=6.
The last row in the table shows the other extreme, in which the three placebo patients had ranks 5, 6 and 7, giving a rank sum of T=18.

There are a total of 35 possible ways of arranging the three placebo patients’ ranks in Table 10-3.

So the probability of getting T = 6 is 1/35.

The probability of getting T = 18 is also 1/35.

The probability of getting the most extreme possible values for T (either T = 6 or T= 18) is 1/35 + 1/35 = 2/35 = 0.057.

The observed value of T = 9 is not particularly extreme, so we don’t reject the null hypothesis yet. A larger sample size might give stronger evidence.

When the number of samples is larger, we’ll want a computer program to determine all the possible permutations and determine if T is among the 1% or 5% most extreme values.

If the number of possible permutations is very large, then we could take a random sample of all the possible permutations, rather than explicitly enumerating all of them. However, when there are a large number of observations, the normal approximation to the sampling distribution of T works well.
Normal approximation to the sampling distribution of T

If the two treatment groups both contain more than 8 observations, the sampling distribution of T approaches the normal distribution, so we can use that approximation to determine if the observed T is large. 

This approach is exactly what we do for the t-test, where the sampling distribution approaches the t distribution (for small N) or the normal (for large N).
Let
Ns = number of observations in the smaller group

Nb = number of observations in the larger group

Then the mean of T is

Mean(T) = [Ns * (Ns + Nb +1)]/2

The standard deviation of T is

   SD(T) = square root([Ns * Nb * (Ns + Nb +1)]/12)
Because we know the mean and standard deviation of the distribution, we can standardize the observed T (calculate its z score):

Z(T) = (T – Mean(T)) / SD(T)

We compare the value of  Z(T) for the observed data to the critical values of T in the normal distribution to see if Z(T) is in the most extreme 5% or 1% of values (in the tails of the distribution).

Glantz gives two formulas for improving the estimated Z(T):

· The normal approximation for Z(T) is more accurate if we use a correction for continuity (similar to the correction for continuity we use for the chi-square test).

· The formula for the standard deviation is adjusted for ties.
Glantz also gives an example of the calculation of T for an experiment on the use of sedatives versus the Leboyer approach to childbirth.

Here’s an example using the R statistics language.
We want to test if a drug improves memory. We have two groups of rats:

Group 1: drug to improve memory

Group 2: placebo

Train the rats in a maze for 4 days until they can all solve the maze in essentially the same time

One week later, determine the time it takes for each rat to solve the maze (a test of memory).

drug.group=c(11, 11, 12, 14, 15, 15 ,16 , 19, 19, 20)
placebo.group=c(15, 17, 17, 19, 20, 21, 21, 24, 25, 27)
wilcox.test(drug.group, placebo.group)

t.test(drug.group, placebo.group, var.equal=TRUE)

The differences are significant for both tests, but the p-value for the t-test is smaller than the p-value for the Wilcoxon rank sum test.

Now, suppose that one of the rats was not feeling well on that day, and was very slow moving through the maze.

slow.drug.group=c(11, 11, 12, 14, 15, 15 ,16 , 19, 19, 30)
placebo.group=c(15, 17, 17, 19, 20, 21, 21, 24, 25, 27)
wilcox.test(slow.drug.group, placebo.group)

t.test(slow.drug.group, placebo.group, var.equal=TRUE)

The p-value for the t-test is not significant.
The p-value for the Wilcoxon rank sum test is significant.

Which is correct?

If we pre-specified that we would use the Wilcoxon rank sum test, then it is fair to use that p-value. 

If we had pre-specified that we would use the t-test, we would have to report the non-significant p-value. However, if we compared the p-values or looked at the data, we would see that there is a large outlier, and would think about re-running the experiment and pre-specifying the Wilcoxon test.

Previous experience and pilot studies can play a large role in determining which test is most appropriate and most powerful for your experiment.

Wilcoxon signed rank test for matched samples: 

The Wilcoxon signed rank test is the non-parametric analog to the paired t-test.

The calculations for the Wilcoxon signed rank test are similar to those for the Wilcoxon rank sum test, except that we rank the difference (change) in the dependent variable across the subjects.

Here’s the procedure (Glantz page 384)

1. Compute the change in the variable of interest in each experimental subject.

2. Rank all the differences according to their absolute magnitude (ignoring the sign of the difference).

3. For observations with tied differences, assign the average of the ranks that would be assigned if they were not tied.

4. Drop cases where the difference is zero, and reduce the sample size N by the number of dropped cases.

5. Apply the sign of the difference for each observation to its rank. 

6. Calculate the sum of the signed ranks to obtain the test statistic W.

7. Compare the observed value of W to the distribution of W expected under the null hypotheses, to determine if it is extreme.

If the treatment has no effect (there is no difference in the before and after measurements), then the observed W should be small (near zero).

# Do bears lose weight between winter and spring?

# Weigh the same bear in winter and in the spring, and analyze using a paired ttest and the Wilcoxon signed rank test.

bears.winter=c(300,470,550,650,750,760,800,985,1100,1200)
bears.spring=c(280,420,500,620,690,710,790,935,1050,1110)
# The unpaired version (Wilcoxon rank sum test)

wilcox.test(bears.spring, bears.winter)

# The paired version (Wilcoxon signed rank test)

wilcox.test(bears.spring, bears.winter, paired=TRUE)

# Paired t-test

t.test(bears.spring, bears.winter, var.equal=TRUE, paired=TRUE)

In this case, the results are similar.
Data set for which the t-test and Wilcoxon tests give different results
bears.winter=c(300,470,550,650,750,760,800,985,1100,1200)
bears.spring=c(280,420,500,620,690,710,790,935,1050,700)
# The paired version (Wilcoxon signed rank test)

wilcox.test(bears.spring, bears.winter, paired=TRUE)

# Paired t-test

t.test(bears.spring, bears.winter, var.equal=TRUE, paired=TRUE)

The p-value for the paired t-test is not significant.

The p-value for the Wilcoxon signed rank test is significant.

Kruskal-Wallis test: the analog of ANOVA
The Kruskal-Wallis test is the non-parametric analog of analysis of variance.

Glantz describes the calculations, which are based on converting all the observations to their ranks as we do for the Wilcoxon tests.

# Example of Kruskal-Wallis test using R.
# Hollander & Wolfe (1973), 116.
Mucociliary efficiency for the rate of removal of dust in 
· normal subjects

· subjects with obstructive airway disease

· subjects with asbestosis
x=c(2.9, 3.0, 2.5, 2.6, 3.2) # normal subjects

y=c(3.8, 2.7, 4.0, 2.4)      # with obstructive airway disease

 z=c(2.8, 3.4, 3.7, 2.2, 2.0) # with asbestosis

 kruskal.test(list(x, y, z))
rm(x,y,z)
# ANOVA and Kruskal-Wallis for one data set
Compare average calories consumed per day in three different months

may=c(2166, 1568, 2233, 1882, 2019)

sep=c(2279, 2075, 2131, 2009, 1793)

dec=c(2226, 2554, 2483, 2410, 2290)

Stack it into two columns, where the first column is the calories consumed and the second column is the month:
d = stack(list(may=may, sep=sep, dec=dec))  

names(d)=c(“Calories”, “Month”)
d

# ANOVA for the calories example

oneway.test(Calories ~ Month,data=d, var.equal=TRUE)

# Kruskal-Wallis test for the calories example:

kruskal.test(Calories ~ Month, data=d)

## Include an outlier

may=c(2166, 1200, 2233, 1882, 2019)

sep=c(2279, 2075, 2131, 2009, 1793)

dec=c(2226, 2554, 2483, 2410, 2290)

d = stack(list(may=may, sep=sep, dec=dec))  

names(d)=c(“Calories”, “Month”)

d

oneway.test(Calories ~ Month,data=d, var.equal=TRUE)

# Kruskal-Wallis test for the calories example:

kruskal.test(Calories ~ Month, data=d)

The p-value for the ANOVA changes substantially, but the p-value for Kruskal-Wallis does not.
Non-parametric multiple comparisons

We must deal with multiple comparisons for the non-parametric tests, just as we did when we performed analysis of variance. 

Glantz describes versions of the standard tests that are used for non-parametric multiple comparisons.

Friedman test: the analog of repeated measures ANOVA
The Friedman test is the non-parametric analog of repeated measures ANOVA. 

Recall that repeated measures ANOVA is the extension of the paired t-test in which each subject is measured twice (for two treatments, or before and after treatment) to experiments in which each subject is measured two or more times (for example, after receiving each of three treatments).
Glantz describes the calculations for the Friedman test, which are based on converting all the observations to their ranks as we do for the Wilcoxon tests.

In R, we use the “friedman.test” function.
# Example from Hollander & Wolfe (1973), p. 140ff.
Comparison of three methods  for rounding first base.  
("round out", "narrow angle", and "wide angle")
For each of 18 players and the three methods, the average time of two runs from a point on the first base line 35ft from home plate to a point 15ft short of second base is recorded.

 RoundingTimes <-

     matrix(c(5.40, 5.50, 5.55,

              5.85, 5.70, 5.75,

              5.20, 5.60, 5.50,

              5.55, 5.50, 5.40,

              5.90, 5.85, 5.70,

              5.45, 5.55, 5.60,

              5.40, 5.40, 5.35,

              5.45, 5.50, 5.35,

              5.25, 5.15, 5.00,

              5.85, 5.80, 5.70,

              5.25, 5.20, 5.10,

              5.65, 5.55, 5.45,

              5.60, 5.35, 5.45,

              5.05, 5.00, 4.95,

              5.50, 5.50, 5.40,

              5.45, 5.55, 5.50,

              5.55, 5.55, 5.35,

              5.45, 5.50, 5.55,

              5.50, 5.45, 5.25,

              5.65, 5.60, 5.40,

              5.70, 5.65, 5.55,

              6.30, 6.30, 6.25),

            nr = 22,

            byrow = TRUE,

            dimnames = list(1 : 22, c("Round Out", "Narrow Angle", "Wide Angle")))

friedman.test(RoundingTimes)

# Friedman test gives evidence against the null hypothesis that the methods are equivalent with respect to speed
Summary
Glantz summarizes the non-parametric tests as follows.
The procedures used for the non-parametric tests to compute the P values from the ranks of the observations is essentially the same as the methods used for other hypothesis tests:

1. Assume that the treatment(s) had no effect, so that any differences observed between the samples are due to the effects of random sampling.

2. Define a test statistic that summarizes the observed differences between the treatment groups.

3. Compute all possible values this test statistic can take on when the assumption that the treatments had no effect is true. Alternately, approximate the distribution using either a random sample of permutations or a normal approximation (if the sample size is sufficient).

4. Compute the value of the test statistics for the actual observations in the experiment.

5. Compare this value to the distribution of all possible values.

6. If it is among the most extreme values in the distribution (such as the most extreme 1% or 5%), conclude that the samples are not likely to have come from the same parent population (rejecting the null hypothesis), and conclude that the treatment had an effect.

Recall that the P value calculated for a particular experiment is affected by the sample size.

In some cases we still use ANOVA, but choose to trim the extreme outliers (remove them from the analysis). The decision to trim should be specified in the protocol, prior to performing the experiment.

