Survival analysis
See Glantz, Primer of Biostatistics, Chapter 11, Survival analysis

See the Powerpoint file “Survival analysis.ppt”

Survival analysis example from Peter Dalgaard, Introductory Statistics with R, Chapter 12.
# If the ISwR package isn't installed, do install.packages the first time. Need to have internet access.

install.packages("ISwR", .libPaths()[1])

#### load the libraries

library(survival)

library(ISwR)

#### look at the melanoma data

data(melanom)

help(melanom)

melanom

names(melanom)

# Create the survival data object

surv.fit <- with(melanom, Surv(days, status == 1))

surv.fit

####  Create Kaplan-Meier estimate

surv.all<- survfit(Surv(days, status == 1), data = melanom)

surv.all

summary(surv.all)

plot(surv.all)

summary(surv.all, times = seq(200, 3000, 500))

# Create KM estimates broken out by sex

surv.bysex = survfit(Surv(days, status == 1) ~ sex, data = melanom)

summary(surv.bysex)

plot(surv.bysex)

summary(surv.bysex, times = seq(200, 3000, 500))

plot(surv.bysex, conf.int=T, col=c("black", "gray"), lty = 1:2, legend.text = c("Female","Male"))

####  Logrank test for difference in survival by sex

surv.diff.sex = survdiff(Surv(days, status == 1) ~ sex, data = melanom)

surv.diff.sex

#### Logrank test for difference in survival by sex, stratified by ulceration

surv.diff.sex.ulc = survdiff(Surv(days, status == 1) ~ sex + strata(ulc), data = melanom)

surv.diff.sex.ulc

# The p-value is less significant after controlling for ulceration, suggesting that sex differences are reduced after controlling for ulceration.

Cox proportional hazards regression 

Cox proportional hazards regression models have some of the characteristics and advantages of other regression models. In particular, Cox models are useful when the predictor variable is continuous.
# First, let’s look at the cox model of survival in the melanom data set where the predictor variable is sex (male/female).
coxph.sex = coxph(Surv(days, status == 1) ~ sex, data = melanom)
summary(coxph.sex)

Call:

coxph(formula = Surv(days, status == 1) ~ sex, data = melanom)

  n= 205 

     coef exp(coef) se(coef)   z     p

sex 0.662      1.94    0.265 2.5 0.013

    exp(coef) exp(-coef) lower .95 upper .95

sex      1.94      0.516      1.15      3.26

Rsquare= 0.03   (max possible= 0.937 )

Likelihood ratio test= 6.15  on 1 df,   p=0.0131

Wald test            = 6.24  on 1 df,   p=0.0125

Score (logrank) test = 6.47  on 1 df,   p=0.0110
Here’s what we see in the summary output:

“coef” is the estimated logarithm of the hazard ratio for males versus females (coef = 0.662). To make this easier to interpret, we take convert the log of the hazard ratio to the actual estimated hazard ratio using exp(coef) = exp(0.662) = 1.94. 

In this data set, sex is encoded as a numeric vector. 1: female, 2: male.
The R summary for the cox model gives the hazard ratio for the second group relative to the first group, that is, male versus female.
The estimated hazard ratio = 1.94 indicates that males have higher risk of death (lower survival rates) than females, in these data.

se(coef) = 0.265 is standard error of the log HR.

Dividing the coef = 0.662 by its standard error se(coef = 0.265) gives the z score:

z = coef/se(coef) = 0.662/0.265 = 2.5.

The corresponding p-value for sex is p=0.013, indicating that there is a significant difference in survival as a function of sex.

The summary output also gives upper and lower 95% confidence intervals for the hazard ratio.

Finally, the summary output gives p-values for three alternative tests for overall significance of the model:

Likelihood ratio test= 6.15  on 1 df,   p=0.0131

Wald test            = 6.24  on 1 df,   p=0.0125

Score (logrank) test = 6.47  on 1 df,   p=0.0110
These three methods are asymptotically equivalent. For large enough N, they will give similar results. For small N, they may differ somewhat.
Cox model using covariates in the melanom data 

# Now, let’s look at the cox model of survival in the melanom data set where the predictors variables include a continuous covariate, the log of the thickness of the tumor (variable name = “thick”) 

# Plot the thickness values in the data set.

hist(melanom$thick)

# The values don’t look at all normally distributed. Regression models, including the Cox model, usually work better with normally-distributed variables, so we’ll try a log transform.

hist(log(melanom$thick))

# The log of the thickness of the tumor looks to be more normally-distributed, so we’ll use that.

coxph.sex.thick = coxph(Surv(days, status == 1) ~ sex + log(thick), data = melanom)
summary(coxph.sex.thick)

coxph(formula = Surv(days, status == 1) ~ sex + log(thick), data = melanom)

  n= 205 

            coef exp(coef) se(coef)    z       p

sex        0.458      1.58    0.269 1.70 8.8e-02

log(thick) 0.781      2.18    0.157 4.96 6.9e-07

           exp(coef) exp(-coef) lower .95 upper .95

sex             1.58      0.633     0.934      2.68

log(thick)      2.18      0.458     1.604      2.97

Rsquare= 0.151   (max possible= 0.937 )

Likelihood ratio test= 33.5  on 2 df,   p=5.45e-08

Wald test            = 31  on 2 df,   p=1.85e-07

Score (logrank) test = 32.5  on 2 df,   p=8.68e-08
The p-value for all three overall tests (likelihood, Wald, and score) are all significant, indicating that the model is significant. Which variables in the model appear to be related to survival?

            coef exp(coef) se(coef)    z       p

sex        0.458      1.58    0.269 1.70 8.8e-02

log(thick) 0.781      2.18    0.157 4.96 6.9e-07

           exp(coef) exp(-coef) lower .95 upper .95

sex             1.58      0.633     0.934      2.68

log(thick)      2.18      0.458     1.604      2.97

The p-value for log(thick) is 6.9e-07, with a hazard ratio HR = exp(coef) = 2.18, indicating a strong relationship between the thickness of the tumor and increased risk of death.

By contrast, the p-value for sex is now p=0.088. The hazard ratio HR = exp(coef) = 1.58, with a 95% confidence interval of 0.934 to 2.68. Because the confidence interval for HR includes 1, these results suggest there may be no difference in the HR attributable to sex after controlling for the thickness of the tumor. 

Why would the Cox model using sex as the only variable indicate that sex is a significant predictor (p-value for sex is p=0.013), while the Cox model including both sex and tumor thickness indicates that sex may not be significant (p-value for sex is p=0.088)?

# Let’s look at differences in tumor thickness in males and females. 1: female, 2: male.
boxplot(melanom$thick ~ melanom$sex)

boxplot(log(melanom$thick) ~ melanom$sex)

t.test(log(melanom$thick) ~ melanom$sex, var.equal = TRUE)

We can speculate that women tend to go to their doctor earlier (when the tumor is less thick), while men are likely to go to their physician later (when the tumor has already grown thicker).
If men and women really differ in their death rates due to melanoma, we might start a research program to understand the molecular basis of those differences, such as differences in tumor growth as a function of the levels of estrogen, testosterone, and other hormones.

If, instead, men and women do not really differ in their death rates, but instead differ in how quickly they will visit their doctor, then we should consider a public-health education effort to get men to visit their physicians as soon as they see an abnormality.

A sophisticated statistical analysis can lead to quite different conclusions about the most appropriate way to expend our resources.

