Sampling distribution of the t-statistic under the null hypothesis
We’re going to do some simulations to examine p-values for the T-tests.

We’ll take samples from a population and have the computer calculate p-values using both random shuffles and the approximation using the T distribution.

These simulations use the R programming language, available from cran.r-project.org.
############################# Define a population #####################

# A population of 1000 patients who receive a placebo, mean BP = 150, standard deviation = 20

placebo= rnorm(1000, 150, 20)

hist(placebo)

plot(density(placebo), xlim= c(50, 250),ylim=c(0,.025))

mean(placebo)

sd(placebo)

placebo.mean = mean(placebo)

############################# One sample t-test #####################

# Take a sample of size n = 30

first.sample = sample(placebo, size=30)

# Plot the sample
plot(density(first.sample), xlim= c(50, 250),ylim=c(0, .025))

# T test

t.test(first.sample, mu=placebo.mean)

ttest.result = t.test(first.sample, mu=placebo.mean)

ttest.result$p.value

ttest.result$statistic

# Calculate the t statistic by hand
sd(first.sample)

t.calc = (mean(first.sample) – placebo.mean) * sqrt(30) / sd(first.sample)
t.calc
# What is the probability that we will detect a significant difference (p < 0.05) if we take many samples of size n=30? Do a simulation of 1000 samples and t-tests, and look at the distribution of p-values.

rm(first.sample)

rm(pvalue.list)

rm(t.statistic.list)

rm(difference.of.means.list)

n = 30

pvalue.list = c()

t.statistic.list=c()

difference.of.means.list = c()

for (i in 1:1000)

{

first.sample = sample(placebo, size=n)

difference.of.means.list[i] = mean(first.sample) - placebo.mean
t.statistic.list[i] = t.test(first.sample, mu=placebo.mean)$statistic

pvalue.list[i] = t.test(first.sample, mu=placebo.mean)$p.value

pvalue.list

}

# Plot the pvalue.list

hist(pvalue.list, xlim= c(0, 1), breaks=seq(0,1,.05), ylim=c(0,1000))

# What percent of the 1000 simulated samples give a p-value less than 0.05?

pctLT05=100*sum(sort(pvalue.list)<.05)/length(pvalue.list)

cat(sum(sort(pvalue.list)<.05), "  of the 1000 simulated samples give a p-value less than 0.05\n")

cat(pctLT05, "%  of the 1000 simulated samples give a p-value less than 0.05\n")

# Plot the difference.of.means.list 

hist(difference.of.means.list)

plot(density(difference.of.means.list))

sd(difference.of.means.list)

# Should be near 20/sqrt(30)  sd = 10, n = 30

20/sqrt(30)

# Get the t statistic for the difference of means (we defined placebo s.d. to be 20, n=30)
# Plot the t statistic

hist(t.statistic.list)

# Is the t statistic approximately normally distributed?

# Should be close for ttest with n = 30, df =29

qqnorm(t.statistic.list)

######## Compare theoretical t density function to the t statistics calculated for the real data
plot(density(difference.of.means.list))

# Plot theoretical t distribution 

t.density=c()

qvals=-40:40

qvals=qvals/10

qvals

for (i in 1: length(qvals))
{

q = qvals[i]
t.density[i] = dt(q, df=29)

t.density 

}
plot(qvals, t.density)

# Plot theoretical t distribution and t statistics calculated for the real data
plot(qvals, t.density, xlim= c(-4, 4),ylim=c(0,0.5))
lines(density(t.statistic.list))

#################  Two sample t-test. n = 30 per group ####################
# Take two samples of size n = 30

first.sample = sample(placebo, size=30)

second.sample = sample(placebo, size=30)

# Plot the two samples

plot(density(first.sample), xlim= c(50, 250),ylim=c(0, .025))

lines(density(second.sample), lty=2)

# T test

t.test(first.sample, second.sample, var.equal=FALSE)

ttest.result = t.test(first.sample, second.sample, var.equal= FALSE)

ttest.result$p.value

ttest.result$statistic

t.2.SEM=sqrt( ((sd(first.sample)/ sqrt(30))^2) + ((sd(second.sample)/ sqrt(30))^2))

t.calc = (mean(first.sample) – mean(second.sample)) / t.2.SEM

t.calc
# What is the probability that we will detect a significant difference (p < 0.05) if we take many samples of size n=30? Do a simulation of 1000 samples and t-tests, and look at the distribution of p-values.

rm(pvalue.list)

rm(t.statistic.list)

rm(difference.of.means.list)

rm(first.sample)

rm(second.sample)

n = 30

pvalue.list = c()

t.statistic.list=c()

difference.of.means.list = c()

for (i in 1:1000)

{

first.sample = sample(placebo, size=n)

second.sample = sample(placebo, size=n)

difference.of.means.list[i] = mean(first.sample) - mean(second.sample)

t.statistic.list[i] = t.test(first.sample, second.sample, var.equal=TRUE)$statistic

pvalue.list[i] = t.test(first.sample, second.sample, var.equal=TRUE)$p.value

pvalue.list

}

# Plot the pvalue.list

hist(pvalue.list, xlim= c(0, 1), breaks=seq(0,1,.05), ylim=c(0,1000))

# What percent of the 1000 simulated samples give a p-value less than 0.05?

pctLT05=100*sum(sort(pvalue.list)<.05)/length(pvalue.list)

cat(sum(sort(pvalue.list)<.05), "  of the 1000 simulated samples give a p-value less than 0.05\n")

cat(pctLT05, "%  of the 1000 simulated samples give a p-value less than 0.05\n")

# Plot the difference.of.means.list 

hist(difference.of.means.list)

plot(density(difference.of.means.list))

# Get the t statistic for the difference of means (we defined placebo s.d. to be 20, n=30)

# Plot the t statistic

hist(t.statistic.list)

# Is the t statistic approximately normally distributed?

# Should be close for ttest with n = 30, df =29

qqnorm(t.statistic.list)

######## Compare theoretical t density fn to the t statistics calculated for the real data

# Plot theoretical t distribution 

t.density=c()

qvals=-40:40

qvals=qvals/10

qvals

for (i in 1: length(qvals))

{

q = qvals[i]

t.density[i] = dt(q, df=58)

t.density 

}

plot(qvals, t.density)

# Plot theoretical t distribution and t statistics calculated for the real data

plot(qvals, t.density, xlim= c(-4, 4),ylim=c(0,0.5))

lines(density(t.statistic.list))

#################  Two sample t-test. n = 10 per group ####################

# Take two samples of size n = 10

first.sample = sample(placebo, size=10)

second.sample = sample(placebo, size=10)

# Plot the two samples

plot(density(first.sample), xlim= c(50, 250),ylim=c(0, .025))

lines(density(second.sample), lty=2)

# T test

t.test(first.sample, second.sample, var.equal=FALSE)

ttest.result = t.test(first.sample, second.sample, var.equal= FALSE)

ttest.result$p.value

ttest.result$statistic

t.2.SEM=sqrt( ((sd(first.sample)/ sqrt(10))^2) + ((sd(second.sample)/ sqrt(10))^2))

t.calc = (mean(first.sample) – mean(second.sample)) / t.2.SEM

t.calc

# What is the probability that we will detect a significant difference (p < 0.05) if we take many samples of size n=10? Do a simulation of 1000 samples and t-tests, and look at the distribution of p-values.

rm(pvalue.list)

rm(t.statistic.list)

rm(difference.of.means.list)

rm(first.sample)

rm(second.sample)

n = 10

pvalue.list = c()

t.statistic.list=c()

difference.of.means.list = c()

for (i in 1:1000)

{

first.sample = sample(placebo, size=n)

second.sample = sample(placebo, size=n)

difference.of.means.list[i] = mean(first.sample) - mean(second.sample)

t.statistic.list[i] = t.test(first.sample, second.sample, var.equal=TRUE)$statistic

pvalue.list[i] = t.test(first.sample, second.sample, var.equal=TRUE)$p.value

pvalue.list

}

# Plot the pvalue.list

hist(pvalue.list, xlim= c(0, 1), breaks=seq(0,1,.05), ylim=c(0,1000))

# What percent of the 1000 simulated samples give a p-value less than 0.05?

pctLT05=100*sum(sort(pvalue.list)<.05)/length(pvalue.list)

cat(sum(sort(pvalue.list)<.05), "  of the 1000 simulated samples give a p-value less than 0.05\n")

cat(pctLT05, "%  of the 1000 simulated samples give a p-value less than 0.05\n")

# Plot the difference.of.means.list 

hist(difference.of.means.list)

plot(density(difference.of.means.list))

# Get the t statistic for the difference of means (we defined placebo s.d. to be 20, n=10)

# Plot the t statistic

hist(t.statistic.list)

# Is the t statistic approximately normally distributed?

# Should be close for ttest with n = 10, df =29

qqnorm(t.statistic.list)

######## Compare theoretical t density fn to the t statistics calculated for the real data

# Plot theoretical t distribution 

t.density=c()

qvals=-40:40

qvals=qvals/10

qvals

for (i in 1: length(qvals))

{

q = qvals[i]

t.density[i] = dt(q, df=5)

t.density 

}

plot(qvals, t.density)

# Plot theoretical t distribution and t statistics calculated for the real data

plot(qvals, t.density, xlim= c(-4, 4),ylim=c(0,0.5))

lines(density(t.statistic.list))

################### T distn with df
# Plot theoretical t distribution 

for (i in 1: length(qvals))

{

q = qvals[i]

t.density[i] = dt(q, df=5)

}

plot(qvals, t.density, xlim= c(-2, 2),ylim=c(0,.5))

df5=t.density

for (i in 1: length(qvals))

{

q = qvals[i]

t.density[i] = dt(q, df=15)

}

plot(qvals, t.density, xlim= c(-2, 2),ylim=c(0,.5))

df15=t.density

for (i in 1: length(qvals))

{

q = qvals[i]

t.density[i] = dt(q, df=30)

}

df30=t.density

plot(qvals, df30, xlim= c(-4, 4),ylim=c(0,.5))
points(qvals, df5, pch=2)

# optional

lines(qvals, df15)

points(qvals, df15, pch=3)

# Return graphic output to one row, one column

par(mfrow=c(1,1))

