T-tests
My brother, Kim, and I are competitive. One day, the two of us were discussing who was taller, me or Kim.
Kim said he was 6’1” tall, plus or minus one inch.

I said I was 6’2” tall, plus or minus two inches.

So who is taller?

Difference = 6’2” – 6’1” = 1 inch

Error in measuring difference 

= sum of the errors in measuring each height 

= 1” + 2” 

= 3”

So the difference, 1”, is much less than the error in measuring that difference, 3”

It’s convenient to take the ratio:
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Usually, to be convinced that a difference is real, we’d like this ratio to be 2 or more.

Now, suppose we perform a clinical trial where we compare a drug to a placebo, and measure their effect on blood pressure. We get these results:
Mean blood pressure of patients taking the placebo = 125.

Mean blood pressure of patients taking the drug = 120.

Difference = Mean(drug) – Mean(placebo) = 125 – 120 = 5.

Is there really a difference between the drug and the placebo? 

Suppose that there is no difference between the drug and the placebo. (The null hypothesis.) We know that, when we take two random samples from a single population, the means of the two groups will differ somewhat just by random chance.

If there really is no difference between the drug and the placebo, what is the probability that we would see a difference of 5 in the two samples? 

Let’s look again at the ratio:
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We’ve already got the Difference = Mean(drug) – Mean(placebo) = 125 – 120 = 5. 

How do we calculate the error in estimating that difference? Before, we used the sum of the errors in each measurement. What is the error in measuring each mean?

A convenient measure is the Standard Error of the Mean, which we saw earlier.

From the data on the patients in the clinical trial, we know or can calculate the following.

N (drug) = N (placebo), if we have equal numbers in each group.
Mean(drug) 

Mean(placebo)

Standard deviation (drug) = SD(drug)
Standard deviation (placebo) = SD(placebo)
SEM (drug) = SD(drug) / Sqrt(N)

SEM (placebo) = SD(placebo) / Sqrt(N)
So we have the SEM for both the drug and the placebo group.

We can calculate the ratio
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This ratio is, approximately, the T statistic used in the T-test

T ~= 
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T = the Difference in the Means divided by the Error in measuring that difference.

To make the equation exact, we have to put in some square and square roots:

T = 
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How big does T need to be for us to be confident that the Difference in the Means is significant? We’ll see how to calculate p-values shortly, but, in general, if T is larger than 2, the p-value will be less than 0.05 (provided N is greater than ~ 10).
How do we get from the T statistic to a p-value?

If the null hypothesis is true (there really is no difference between the drug and the placebo), what is the probability that we would get the observed difference between the means of the two samples? 

One way to answer this question would be to do permutation or randomization tests, just as we did in a previous lecture. If the null hypothesis is true (there really is no difference between the drug and the placebo), the labels “placebo” and “drug” don’t mean anything.

We could randomly shuffle the labels (placebo or drug), calculate the T statistic for each of the random shuffles, and see how often the T in our random shuffles was greater than the T for our original clinical trial data.

Suppose that, when we did 100 random shuffles, we never got a random T bigger than the T in our original clinical trial data.  We could then say that, if the null hypothesis is true (there really is no difference between the drug and the placebo), the probability that we would get the observed difference between the means of the two samples is less than 1/100, or p < 0.01. The observed difference is very unlikely, if the drug and placebo are not different.

Suppose instead that, when we did 100 random shuffles, we got a random T bigger than the T in our original clinical trial data 70 times.  We could then say that, if the null hypothesis is true (there really is no difference between the drug and the placebo), the probability that we would get a T statistic bigger than the observed difference between the means of the two samples in 70/100, or p = 0.70. The observed difference is very likely to occur, if the drug and placebo are not different.

When the t-test was developed, over 100 years ago, there were no computers, so doing 100 permutations and calculating 100 T statistics was very tedious. Instead, a formula was found, for the T-distribution, that gave an easily-computed approximation to the results that you would get doing random shuffles.

To look at p-values further, let’s do some simulations where we’ll take samples from a population and have the computer calculate p-values using both random shuffles and the approximation using the T distribution. Look at the file “ttests sampling distribution.doc”.
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